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ABSTRACT
Many multi camera based approaches on dense volumetric 3d reconstruction depend on the correctly chosen often
manually defined reconstruction volume and a reliable foreground/background segmentation process. We present an algorithm to automatically calculate the 3d polyhedron of the
reconstruction volume seen by all cameras of a calibrated
multi camera setup by utilizing the calibration data. The information from this polyhedron can not only be used to define
the reconstruction volume but also to improve the reconstruction process significantly in terms of runtime and/or quality of
reconstruction as presented in the evaluation section, in which
the algorithm has been successfully tested on real life data.
Index Terms— Geometry, Image Processing, Image Segmentation
1. INTRODUCTION
Video based 3d reconstruction with multi camera setups has
been an intensively studied subject in the past. One approach
to dense 3d reconstructions is voxel carving. In [1] an implementation is presented which works with a priori known
static backgrounds. The background information is utilized
to calculate the difference to current video data to determine
fore- and background. The foreground is then used to carve
the volume via silhouette back projection. This approach can
be improved by introducing probabilistics like in [2, 3, 4] to
handle uncertainties and ambiguities of the input data. Other
ideas to compensate disturbances are to integrate prior knowledge about the application domain, e.g. the shapes of humans
in [5] or the use of multi view stereo information in combination with graph cuts as presented in [6].
Voxel carving highly depends on proper silhouettes of the
foreground. Hence, different models have been used to improve the fore-/background segmentation process. Frequently
used approaches are gaussian mixture models [7], codebooks
[8] or variational approaches [9].
Using the voxel carving approach, two questions regarding the computational costs and the quality of the reconstruction arise. First: What size and discretization should be used
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for the voxel volume based on the camera setup and the computational capabilities? Second: Where are the regions of interest (ROI) in the camera images, which play a role in the
segmentation and reconstruction process and which regions
can be neglected? We have not found answers to these questions in the literature so far and, thus, present our own approach based on the geometric information of the calibration
data of multi camera setups.
The presented approach utilizes the calibration parameters of each camera to construct its view frustum. After that,
the intersection of the frusta of all cameras is determined to
get a resulting polyhedron of visible reconstruction space. A
common way of polygon clipping in 2d space is described in
[10]. The extensions to 3d intersections of polyhedra can be
found in [11, 12]. Finally the convex hull of the points of the
clipped polyhedron has to be calculated to get the volumetric description of the reconstruction volume. The quick hull
algorithm presented in [13] is currently the most frequently
used approach to determine the convex hull of a given set of
3d points.
We will continue by presenting the details of our approach
in section 2. In section 3, we show the evaluation results of
our algorithm. Finally, we summarize our findings in section 4 and identify additional use cases where using the results
of our approach could lead to further improvements.

2. CONTRIBUTION
The contribution of this paper is an approach for providing a
fully automatic parametrization of a voxel volume based on
the calibration information of a multi camera setup and specifications of the amount of memory which should be used. The
minimal bounding box of the reconstruction area is automatically determined and scaled according to the given memory
to gain the finest equidistant 3d reconstruction possible.
We calculate the parameters of the volume by starting
with one camera’s view frustum and clip everything that is
not within the other camera’s view frusta. The resulting polyhedron represents the capture volume of the whole camera
setup. A simplified depiction in 2d is shown in Fig. 1.

– The axis aligned outer bounding box (dotted) can be determined easily using the extrinsic camera parameters.
– In the center, the clipping
polygon of all camera frusta,
we are looking for, is marked
with a solid line.
– Most interesting for parameterization: The inner clipping
polygon and the corresponding bounding box (dashed).

Fig. 1. The following parametrization information for a 3d
reconstruction can be derived automatically from the camera calibration: 1. The size of the complete capture volume.
2. The clipping polyhedron of the space seen by all cameras.
3. The axis aligned bounding box of the space seen by all
cameras.

Fig. 3. Detailed view of the maximum convex polyhedron
construction. One can see that T 0 is after the rotation outside
the view pyramid and has to be projected on the adjunct plane.
is not rectangular, S 0 and T 0 are not assured to be on the adjunct planes and can cause incorrect rotations by changing the
rotation axis for planes in following steps. To address this we
use a line-plane intersection to find the corresponding points
for S 0 and T 0 on the adjunct planes. Using this approach we
obtain the maximum convex polyhedron, that fits inside the
deformed pyramid.
2.2. Polyhedron clipping

Fig. 2. Upper part of the view pyramid (dashed) showing deformation (dotted) and maximum convex polyhedron (solid).
2.1. Constructing view frusta
The first step of our approach is to construct the view frusta
from camera calibration data, using extrinsic parameters to
determine the location of the cameras and project the boundary points of the camera image back into space. By assuming
an infinite depth of field the near plane of the frusta moves
to the camera center, the far plane to infinity, changing the
frusta to pyramids with their apex in the camera center. Furthermore, we use intrinsic parameters for radial equalization
thereby deforming the pyramid’s base which is indicated by
the dotted line in Fig. 2.
A non-convex shape poses a problem to the clipping algorithm later used for polyhedron clipping. Thus, to return to a
convex representation we ignore deformations that exceed the
pyramid’s body and only take the highest deformations inside
the volume on each side and reshape the pyramid to fit inside
these 4 new boundary points.
Fig. 3 shows a more detailed view of this approach for one
side. The points S, T on the pyramid and the apex A create
a plane and we can project Q, representing the highest deformation on this side, onto the plane resulting in Q0 . Having Q
and Q0 we can calculate the angle and rotate the plane around
the rotation axis, which is parallel to ST . Since the pyramid

To find the intersection of all camera polyhedra we use the
Sutherland & Hodgman algorithm, which clips polygons
against hyperplanes. To clip a set of polygons one needs to
select a arbitrary polygon as start polygon. Hyperplanes in 3d
are created by extending faces of the polyhedron with its normal pointing inside the clip polyhedron. By testing on which
side of each hyperplane adjacent vertices are located, one can
sort out vertices outside and insert new vertices where edges
leave or enter the polyhedron. To clip a polyhedron instead of
a polygon we need to define a data structure suitable for the
algorithm. Adjacent vertices are presented as an adjacency
matrix instead of the more common index lists of vertices
forming a face of the polyhedron. This matrix is symmetric
and anti-reflexive, thereby only a triangular matrix without
the diagonal needs to be stored in memory and prevents testing edges multiple times. Vertices are stored in a vector
corresponding to the matrix indices.
In Section 2.1 we assumed an infinite depth of field and implied vertices at infinity. We chose not to implement a test
for vertices at infinity, instead we use a scale factor to downscale the polyhedron to finite size depicted in Fig. 1 as gray
triangles. Depending on the camera setup this factor can be
determined automatically if cameras are known to surround
the region of interest one only needs to find the diameter of
the polygon created by the cameras. If the cameras do not
surround the region as in wide angle stereo setups the scale
factor has to be set manually. Picking a factor too low can
result in volume missing from the polyhedron after all clipping is done, since the clipping algorithm is only cutting off
parts of the polyhedron. The factor is bounded above just by
numerical stability.
Having found a suitable scale factor for the start polyhedron the clipping algorithm can consecutive clip against other

Fig. 4. Reconstructed capture volume of the camera setup.

maximum convex polyhedra, separately converting each face
into a hyperplane with its normal pointing inside the clip polyhedron and testing adjacent vertices of the start polyhedron
just like in the original algorithm. Vertices kept or newly
added are stored in a new vector while adjacency matrix and
old vertex vector are discarded. Before clipping with the next
hyperplane the matrix has to be recreated. While the Sutherland & Hodgman algorithm uses a sequential order beginning
at one of the vertices in the polygon and return to this vertex
after traversing all edges, this order is not present in polyhedrons since a vertex has no distinct predecessor or successor.
To solve this problem we use the Quickhull algorithm for
computing the convex hull of the new vertices. This algorithm will also sort out vertices that are coplanar to already
created faces of the convex hull, thus reducing complexity.
Since we started with a convex polyhedron and perform only
half-space intersections, the polyhedron is always convex and
all vertices need to be examined for the hull.
After recreating the hull the clipping algorithm continues
with the remaining faces repeating each step for the remaining clip polyhedrons. Once completed clipping, the remaining polyhedron represents the capture volume of the camera
setup.
We also inserted an additional hyperplane Z = 0 representing
an even floor. An example of a reconstructed volume can be
seen in Fig. 4.
Based on the polyhedron, the discretization of the voxel
volume can be calculated. First, the dimensions of the bounding box of the polyhedron has to be estimated, which can
easily be done by searching the extrema of all points of the
polyhedron. These extremas define the centered origin of the
reconstruction volume and the ratio of the three dimensions di
with i ∈ {1 . . . 3}. Usually, based on the configuration of the
used machine, a given amount of memory should be used for
voxel reconstruction. Depending on the implementation, one
voxel has a specific size. The quotient provides the number

Fig. 5. 3d reconstruction of gymnast doing a handstand by
utilizing the approach of [4]. Left: Coarse resolution and
bounding box derived from camera positions. Right: Finer
reconstruction with our automatically derived parametrization
by presented approach. The image scale is identical in both
images as apparent due to the coordinate axes.
of voxels nvoxels which should be used for reconstruction:
s
nvoxels
max. memory
(1)
with nvoxels =
λ = 3 Q3
voxel mem. size
i=1 di
Under the assumption, that cubic voxels are used, the factor λ can be determined as shown in eq. 1, which parametrizes
the adoption of the reconstruction space by providing the
scale factor of the dimensions that fits best to the memory
specifications. After scaling, the voxel edge length is λ1 the
original size.
3. EVALUATION
The evaluations have been done on our own recordings. The
data has been acquired using a Norpix Streampix capture system with 7 Prosilica 680GE cameras with VGA resolution as
depicted in Fig. 4. We are aware of the fact, that this is an
exemplary case and, thus, the results should vary more or less
in different scenarios. Nevertheless, the basic idea will hold
in all scenarios.
We used the calibration data of the setup presented in
Fig. 4. The capture space based on the extrinsic camera positions has the dimensions of 13291.5×6152.97×4380.98mm.
We arbitrarily choose the number of voxels nvoxels to be 27
million (300 × 300 × 300) because this is a number of voxels,
most actual computers can handle. By using eq. 1 we get
a resolution of 23.7mm per voxel. However our presented
approach automatically calculates a bounding box of the clipping polyhedron of 7202.95 × 4606.46 × 2701.57mm within
139ms (the computation time depends only on the number
of cameras, not on the size of the setup). Hence, the voxel
edge length is automatically reduced significantly to 14.9mm,
which results in a much finer 3d reconstruction of the scene
(cf. Fig. 5). Alternatively, the resolutions could be hold constant. In this case, the number of voxels would increase
significantly in case of using the extrinsic camera data and
would slow down the calculations and significantly increase
the memory needs.
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Fig. 6. Regions of interest parametrized by polyhedron
marked with white line in camera 4 (left) and camera 6 (right).
The reduction of computational costs by clipping the 3d
region of interest (ROI) to a smaller bounding box volume is
only one aspect to improve the reconstruction process. Another idea is to project the clipping volume back into the
camera images to define ROIs of background and foreground
as shown in Fig. 6. This information could be exploited for
foreground/background segmentation based on color distributions.
4. CONCLUSION
We presented an algorithm to automatically determine the
parametrization of a voxel space based on the calibration data
of a multi camera setup and given memory preliminaries.
We were able to show, that our approach automatically
creates better results regarding resolution and computability
than the naive approach to choose the extrinsic camera parameters for volume dimension estimation.
Our approach based on polyhedron calculations opens
many possible enhancements to dense 3d reconstruction. We
mentioned as an example the extraction of the ROIs in the
camera images, which could lead to an enhancement of the
reconstruction by e.g. integrating segmentation approaches
like in [9] and by using the ROIs as automatically chosen initialization parameters. We will exploit these ideas in further
publications.
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